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JHOVE, the JSTOR/Harvard Object Validation Environment <http://hul.harvard.edu/jhove/>, has proven to be a successful tool for format-specific digital object identification, validation, and characterization, and has been integrated into the workflows of most major international preservation institutions and programs (see Appendix A).  Using an extensible plug-in architecture, JHOVE provides support for a variety of digital formats commonly used to represent audio, image, and textual content.
One of the key findings of the Library of Congress’s recent Archive Ingest and Handling Test (AIHT) was the importance of the widespread availability of robust tools in order to achieve sustainable levels of repository productivity and to facilitate the free flow of digital assets between institutions participating in national or international preservation networks.  While the value of JHOVE has been demonstrated though its use in the AIHT, and in many other repository and preservation workflows, including those of a number of NDIIPP and DIGARCH grantees, the collective experience of the JHOVE user community over the past two years has revealed a number of areas for additional fruitful work.
The aims of the JHOVE2 project are threefold:

1. To refactor the existing JHOVE architecture and API with an eye towards:

· Rectifying known inefficiencies and idiosyncrasies of design and implementation

· Simplifying the process of integrating JHOVE2 functionality into other systems, services, and workflows

· Encouraging third-party extensions to the base JHOVE2 functionality

2. To support enhancements to existing JHOVE functionality, including:

· Separation of identity detection from validation

· Standardized error handling

· Configurable criteria for well-formedness and validity

· Standardized handling of validation profiles

· Standardized reporting using the METS schema with XSL stylesheet customization
· The ability to invoke modules capable of performing arbitrary functions

· A more sophisticated digital object model

3. To develop JHOVE2 modules supporting a number of important preservation-related processes:
· Identification based on internal signature matching

· Validation and characterization, using evolving community metadata standards for reporting
· Humanly-readable display in symbolic form of the contents of binary formatted objects

· Stream editing of formatted objects, useful for example to correct existing internal metadata or to embed additional metadata in a syntactically correct manner

· Format-based risk assessment based on built-in or configurable rules and heuristics
The two most significant enhancements proposed in the JHOVE2 project are support for generic processing modules and a more sophisticated object model.  Considered at the highest level, the core behavior of JHOVE2 takes the form of two nested loops: an outer iteration over a set of digital objects; and an inner pipeline that invokes a configurable ordered sequence of processes for each object provided by the iteration:
while (has-another-object) {      // iteration
  while (has-another-process) {   // pipeline

    process(object);
  }

}

A JHOVE2 iterator can be implemented as a recursive traversal of a file system, a harvest of web-accessible resources, a database cursor, or other means of supplying a stream of digital objects.  The processes invoked against each object supplied by the iterator can perform any number of interesting operations.  In essence, JHOVE2 will function as an open “back-plane” for format-specific preservation activities.  Common data structures passed between the modules will permit the definition of sophisticated stateful processing chains.  All module output will be provided in the context of a METS wrapper that can be customized by XSLT to any desired form.
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The current JHOVE architecture is based on an implicit assumption that a digital object is manifest in a single file encapsulating a single formatted bit stream:
1 digital object = 1 file = 1 format

In practice, however, there are many common usages that fall well outside the boundaries of this assumption:

· TIFF with embedded ICC color profile and XMP metadata

1 object = 1 file = 3 formats (TIFF; ICC; XMP)

· JPEG 2000 JPX profile with file fragmentation

1 object = n files = 1 format
· ESRI Shapefile

1 object = 3 files = 3 formats (Shapefile data; Shapefile index; dBASE)
In the JHOVE2 data model a digital object is equivalent to a PREMIS representation, “a set of files [each containing one or more formatted bit streams] . . . needed for a complete and reasonable rendition of an Intellectual Entity.” 
  Thus JHOVE2 will support the general case:

1 object = n files = m formats

The JHOVE2 API will define format-specific parsers that can be recursively invoked so that complex digital objects can be validated and characterized (or otherwise processed) as an aggregate unit.  Note, however, that the scope of the architectural changes necessary to support this enhanced JHOVE2 functionality precludes the provision for backward-compatibility with the existing JHOVE API.

The JHOVE2 project has particular application in three of the NDIIPP Areas of Interest:

1. Tools and services.  By providing an enhanced API designed for both simplicity and generality, JHOVE2 will be an effective platform for format-related processing activities that can be easily deployed, extended, and integrated into existing and planned preservation services and workflows.

2. Content exchange tests.  On the sending side, JHOVE2 can generate transfer manifests (TM) and Submission Information Packages (SIP) automatically, by iterating over sets of digital objects and applying appropriate XSL stylesheets to the standard METS output.  On the receiving side, JHOVE2 can perform post-transfer, pre-ingest validation, verifying that the internal properties of submitted objects are consistent with the external metadata describing those objects in the SIP.

3. Practices and standards to assess the quality of preservation systems.  One important metric of preservation activities is whether the syntactic and semantic integrity of processed objects has been maintained across the activity.  Following a format migration, for example, the JHOVE2 characterizations of related source and derivative objects can be compared for consistency.

The specific project deliverables include:

· Community building
· Transparent design process based on widespread stakeholder consultation

· Web accessible source code distribution and bug reporting/tracking

· Ongoing public forum

· Core API

· File system iterator

· Stylesheets to duplicate current JHOVE text and XML display

· Full documentation, including “design patterns” and tutorial for module development

· Risk assessment methodology and expression language
· Modules

· Identification based on DROID 

· Validation and characterization (newly supported formats in italic 
)
· Audio:
AAC, AIFF, RealAudio, WAVE
· Color profile:
ICC
· Container:
Tar, ZIP
· Document:
ODF, OfficeXML, PDF
· GIS:
DOQ, DRG, Shapefile, Worldfile
· Still image:
GIF, JPEG, JPEG 2000, PNG, TIFF

· Text/markup:
ASCII, HTML, SGML, UTF-8, XML
· Video:
DV
· Web harvesting:
ARC, WARC
· Modules for symbolic representation of binary formats

· Modules for partial stream editing of selected formats 

· Module for risk assessment

· Integration testing with repository and preservation workflows
JHOVE2 will be a powerful yet flexible component in the preservation toolkits for institutions accepting a mandate for the long-term archival maintenance of digital assets.

The project will run for two years.  The first year tasks are initial design, stakeholder consultation and review, final design, core API implementation, and module implementation (to replicate existing JHOVE functionality), and integration testing with repository and preservation workflows.  The second year tasks are continuing module implementation (JHOVE2 enhancements) and further integration testing.
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The JHOVE2 development platform will be Java J2SE 1.5.  All newly developed JHOVE2 code will be made available under an open source license; third-party software incorporated into JHOVE2 will be open source to the fullest extent possible consistent with providing necessary functionality.
Appendix A

Institutional Affiliation of Selected JHOVE Downloading Agents

	Adobe Systems Incorporated

Air Force Research Laboratory

American Museum of Natural History

American Physical Society

Amnesty International

Archaeology Data Service

Arts and Humanities Data Service

Australian National Library

BBC

Biblioteca Nazionale Centrale Firenze

Biblioteksservice-Zentrun

Boeing Company

British Library

Brown University

California Digital Library

Cambridge University

CCS GmbH

Central Laboratory of the Research Councils

Centre for Computing in the Humanities

CEO Image Systems

Cornell University

Data Archiving and Networked Services

DataBank IMX, LLC

DigitalGlobe, Inc.

École Nationale Supérieure des Télécommunications

El-Minia University

ELCA Informatique SA
Emory University

Ex Libris Ltd.

Florida Center for Library Automation

Gallery Systems, Inc.

George Eastman House

Getty Research Institute

GHS Data Management

Government Printing Office

Helsinki University Library

Hewlett-Packard

Humboldt-Universität zu Berlin

Image Access, Inc.

Image Integration

Indiana University

Internet Archive

Ithaka Harbors, Inc.

Johannes Kepler Universität Linz

John Wiley & Sons 

Johns Hopkins University

JSTOR

Karl-Franzens-Unversität Graz

Kirtas Technology, Inc.

Koninklijke Bibliotheek

Library of Congress

London School of Economics

MediaWorks Integrated Systems, Inc.

Museum of Fine Arts, Boston
	National Agricultural Library
Nationaal Archief (Netherlands)

National Archives (UK)
National Archives and Records Administration

National Film and Sound Archive
National Gallery of Art

National Library of Medicine

National Library of New Zealand

National Library of Norway

National Resources Canada

Nature Publishing Group

New York University

NMT Corporation

Northwestern University

OCLC, Inc.

Old Dominion University

Palo Alto Research Center, Inc.

Philadelphia Museum of Art

Portico

Princeton University Library

Purdue University Libraries

Queensland University of Technology

Research Libraries Group

Retrospective Index to Music Periodicals

Royal National Institute of the Blind 

Simon Fraser University Library

Staats und Universitätsbibliothek Göttingen
Stanford University

Stadtarchiv St. Gallen

Swedish National Library

Syracuse University

Tessella, Inc.

Tufts University

UNED Centro de Innovación y Desarrollo Tecnológico

Universidade do Minho

Université Louis Pasteur 

University of California at Berkeley

University of California, San Diego

University of Chicago

Universiteit Gent

Universität Hannover

University of Illinois at Urbana-Champaign

University of KwaZulu-Natal

University of Maryland

University of Michigan

University of Oxford

University of Tasmania

University of Virginia Library

University of Washington

Universtität der Bundeswehr München

Uppsala University

Warner Brothers Entertainment, Inc.

Wisconsin Historical Society

Yale University


� 	OCLC/RLG, Data Dictionary for Preservation Metadata: Final Report of the PREMIS Working Group, May 2005 <http://www.oclc.org/research/projects/pmwg/premis-final.pdf>.


� 	The National Archives, Automated Format Identification Using PRONOM and DROID, DPTP-01, September 17, 2005 <http://www.nationalarchives.gov.uk/aboutapps/fileformat/pdf/automatic_format_identification.pdf>.  Note that through the use of DROID, JHOVE2 can identify a significantly wider range of formats than it can validate.


�  This list represents those formats of greatest current interest to the participating institutions.  The final list of deliverables may be adjusted slightly to reflect scheduling constraints.


�  Providing a comprehensive editing facility for all supported formats would be a significant undertaking far beyond the scope of the proposed project.  This project deliverable will focus on the current needs of the participating institutions and user community, such as rewriting image files with correct resolution values or embedding XMP metadata.
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