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Introduction

We performed a quick review of twelve web sites on 6/19/2006 to see how various commercial sites use robot exclusion files. 
· New York Times

· Washington Post

· Wall Street Journal Online

· Boston Herald

· Boston Globe

· Flickr

· Amazon

· LA Times

· Chicago Tribune

· The Economist

· Elsevier Science Direct

· Variety Magazine Online

Each site was reviewed to determine if:

(1) they make use of robots.txt files to restrict crawlers
(2) there is a relationship between the content restricted by the robots.txt file and the content restricted by registration (fee or no fee)
(3) the robots.txt file is used to restrict the crawling of content that is freely accessible but will become restricted at a later date

Key to Table:

*** Interpreting the robots.txt contents column (using www.example.com as the website hosting the robots.txt file):

User-agent: *

all user-agents not specified elsewhere in the robots.txt file

Disallow: * 

disallows crawling all files and directories on the web site www.example.com

Disallow:

allows crawling all files and directories on the web site www.example.com

Disallow: /x

disallows crawling all files and directories starting with  www.example.com/x, e.g. www.example.com/xyz.html



and www.example.com/xrays/image.jpg are disallowed

Disallow /x/

disallows crawling anything in the www.example.com/x/ directory, e.g. www.example.com/x/image.jpg  is




disallowed but  www.example.com/xyz.html is allowed

Table:
	Site
	robots.txt contents***
	Notes

	New York Times

http://www.nytimes.com/
Current news is always free and doesn't require the user to log in. Parts of the web site, including recently archived news requires user to be a NYTimes.com member (which is free). Access to some parts of the web site including older articles, particular Op-Ed columnists and crossword puzzles require a fee.
	User-agent: *

Disallow: /pages/college/

Disallow: /college/

Disallow: /library/

Disallow: /learning/

Disallow: /aponline/

Disallow: /reuters/ 



Disallow: /cnet/ 


Disallow: /partners/

Disallow: /archives/


Disallow: /indexes/

Disallow: /thestreet/

Disallow: /nytimes-partners/

Disallow: /financialtimes/

Allow: /pages/



Allow: /2003/

Allow: /2004/

Allow: /2005/

Allow: /top/

Allow: /ref/

Allow: /services/xml/

User-agent: Mediapartners-Google*

Disallow:
	Restricts crawling for all crawlers (except Mediapartners-Google) to certain parts of the site. Any crawler can crawl the front page (http://www.nytimes.com), and most links off of the front page. Most of the current news is found at  http://www.nytimes.com/pages/* or  http://www.nytimes.com/2006/* which are not restricted by the robots.txt file. Once this news is transferred to the archives it requires the user to log in to access it.

By definition everything not disallowed is allowed. The only fields in the robots.txt standard are User-agent and Disallow.  The Allow field is meaningless to all bots except Googlebot (which extended the standard to include Allow). 

The only robot allowed access to all pages, Googlebot-MediaPartners, analyzes pages on the site to determine the ads to show. Googlebot-MediaPartners doesn't share pages with the other Google user-agents.

	Washington Post

http://www.washingtonpost.com
Reading news on the site requires the user to register for a free membership. 
	User-agent: ia_archiver

Disallow: /

User-agent: *

Disallow: /cgi-bin/

User-agent: *

Disallow: /ac2/wp-dyn/admin/search/google

User-agent: *

Disallow: /wp-srv/test/
	Very little is restricted from robots except in the case of the Alexa web crawler, ia_archiver, from which everything is restricted. This is the crawler that supplies the Internet Archive with its files. No robot can harvest from the cgi-bin.

	Wall Street Journal Online

http://online.wsj.com/
Like the New York Times, this site has some features that are free to read and do not require a log in. The rest of the site requires a paid membership.
	User-agent: googlebot-pm

Disallow:

User-agent: googlebot

Disallow:

User-agent: *

Disallow: /
	All bots excepts 2 google bots are restricted from crawling anything on the site.

	Boston Herald

http://www.bostonherald.com
Doesn't require registration, free or otherwise.
	User-agent: *

Disallow: /includes

Disallow: /navigation

Disallow: /images

Disallow: /admin

Disallow: /*format=email

Disallow: /*format=text
	All robots are restricted from crawling particular parts of the web site, including their images. It appears that most of their news articles are not restricted to crawling.

	Boston Globe

http://www.boston.com/

Requires a free membership to read more than a few articles on its site.
	(empty file)
	No restrictions for any robot.

	Flickr

http://www.flickr.com/
Flickr has both free and for-fee accounts for its photo storing service.
	(empty file)
	No restrictions for any robot.

	Amazon

http://www.amazon.com/

	User-agent: *

Disallow: /exec/obidos/account-access-login

Disallow: /exec/obidos/change-style

Disallow: /exec/obidos/flex-sign-in

Disallow: /exec/obidos/handle-buy-box

Disallow: /exec/obidos/tg/cm/member

Disallow: /gp/cart

Disallow: /gp/flex

Disallow: /gp/product/e-mail-friend

Disallow: /gp/product/product-availability

Disallow: /gp/product/rate-this-item

Disallow: /gp/sign-in
	Restricts crawling for all robots for certain web pages. The web site content itself is not restricted.

	LA Times

http://www.latimes.com/
Users can read the online version for free and without registration. Users who register (for free) get extra features (can customize site, etc.).
	User-agent: *

Disallow: /media/

Disallow: /images/

Disallow: /stylesheets/

Disallow: /javascript/

Disallow: /event.ng/
	Restricts all robots from portions of the site, notably the images, stylesheets and javascript. The news is not restricted from crawling. 

	Chicago Tribune

http://www.chicagotribune.com
Parts of the site are accessible to anyone; parts require the user to be a registered member (which is free)
	User-agent: *

Disallow: /media

Disallow: /images

Disallow: /stylesheets

Disallow: /javascript

Disallow: /event.ng/

Disallow: /search/


	Restricts all robots from portions of the site, notably the images, stylesheets and javascript. The news is not restricted from crawling. 

	The Economist

http://www.economist.com/
Most of the site requires a paid subscription, some is accessible to anyone.
	User-agent: Mediapartners-Google* 

Disallow: 

User-agent: *

Disallow: /

User-agent: googlebot

Allow: /

Disallow: /search/

Disallow: /members/

Disallow: /subscriptions/

Disallow: /admin/

User-agent: ia_archiver

Allow: /

Disallow: /search/

Disallow: /members/

Disallow: /subscriptions/

Disallow: /admin/

User-agent: Slurp

Allow: /

Crawl-delay: 60

Disallow: /search/

Disallow: /members/

Disallow: /subscriptions/

Disallow: /admin/
	All bots except four are restricted from crawling any of their site. They allow three to crawl particular sections and google's advertising bot to crawl all of the site.

	Elsevier Science Direct

http://www.sciencedirect.com/
User obtains access to site's contents through institution subscription.
	User-agent: *

Disallow: /


	All bots are restricted from crawling anything on the site.

	Variety Magazine Online

http://www.variety.com/
Paid subscription
	User-agent: *

Crawl-delay: 20

Disallow: /admin

Disallow: /cgi-bin

Disallow: /css

Disallow: /_private

Disallow: /_ScriptLibrary

Disallow: /varietyAdmin

Disallow: /esec

Disallow: /studiosystems

Disallow: /mobile-text
	All bots are restricted from crawling parts of the site. Most of the content is not restricted.


Summary Results: 

Although the sample size is small, the following tendencies arose during review of the sites' robots.txt files:
The sites use their robots.txt file to restrict crawlers

· All of the sites had a robots.txt file, although they were empty files for two of the sites (Boston Globe and Flickr)

· Most of the sites used the robots.txt to place restrictions on specific crawlers and/or specific parts of the sites.

· Some sites (e.g. LA Times, Boston Herald and Chicago Tribune) use their robots.txt in combination with their directory structure to restrict crawling for particular types of files, e.g images, javascript and stylesheets.

The sites tend to use their robots.txt file to restrict crawling content that requires a fee to access

· There are two general types of user registration required for these sites: free memberships and paid subscriptions. The free memberships are required by many of the newspaper sites, e.g. the Washington Post, Boston Globe and Chicago Tribune. These sites tended to have less restrictive robots.txt files than the sites that had paid subscriptions, e.g. Wall Street Journal and The Economist. This indicates that the robots.txt file is used to some degree to restrict crawling of content that normally requires a fee to access. It is unclear whether any sites used their robot.txt files to restrict crawling of content for which access only requires a free membership.

The sites do not always use their robots.txt file to restrict crawling freely accessible content that will become restricted in the future

· Only two of the sites analyzed (NYTimes, Wall Street Journal) have freely accessible content (requires no log in) that at a later point in time requires the user to log in have either a free or paid subscription to access it. The NYTimes does not restrict the freely accessible content in its robots.txt file, the Wall Street Journal does. Both journals prohibit crawling the content that requires subscriptions.
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